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ABSTRACT

Distributed sensing has been the primary application do-
main for sensor networks. Nevertheless, the capabilities of
sensor devices have the potential to enable a new class of
applications that use these devices not only for sensing, but
also for actuation. We have developed a data flow man-
agement system called MicroToPSS that enables such ap-
plications using resource-constrained sensor devices. The
system supports declarative specification of the data flow
between components of an automation application, shared
query processing, view-based distributed indexing, and data
flow optimization. We describe how aggregation service can
be implemented using MicroToPSS. We evaluate the sys-
tem using a Berkeley Mote testbed and we extrapolate the
results in a scale-up evaluation to 8100 nodes. We show
that the data flow optimizer can improve the delivery rate
by 50% in a testbed factory floor automation scenario and
that it can support up to 3000 queries in a scale-up scenario.

1. INTRODUCTION

In recent years, sensor networks have attracted consider-
able attention, primarily in the domain of distributed sens-
ing. The technology has advanced to the point where it is
possible to develop a distributed, autonomous, remote sens-
ing system made up of tiny devices that each fits in a few
cubic centimeters, thus allowing unobtrusive embedding in
physical objects and the environment [14, 18, 3].

Many uses of sensor networks for automation have been
proposed [5, 4, 13]. The key characteristic of automation
applications is the inclusion of actuators, in addition to sen-
sors. These devices can now not only sense, but can also
a ect their surroundings or the objects to which they are at-
tached, thus making them particularly suitable for use in au-
tomation applications. A collection of wirelessly networked
tiny devices, with sensors and actuators attached, is often
referred to as an embedded networked system (EmNet) [5].
Application domains for such a system are many, including
homes [9], o ces [2], hospitals [10, 1] and factories [5].
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Existing data management systems [14, 3] for sensor net-
works are not primarily designed with capabilities for serv-
ing automation applications e ciently. These approaches
enable e cient read-only access to data in a sensor network,
whereas automation applications require read-write access.
In other words, existing distributed sensing systems only
deal with outgoing data flows (i.e., moving the data out
of the sensor network for additional processing or storage),
while in this paper, we develop MicroToPSS, to deal with
both outgoing and incoming data flows that move data into
(or within) the sensor/actuator network.

These internal data flows are used to drive the actuators
in a sensor/actuator network. Usually, the amount of data
used to drive an actuator is much smaller than the amount
of data that is read 0o a typical sensor. Moreover, the data
to drive an actuator is very specific to the actuator unlike
data from a distributed sensor-only network where the data
from many sensors is usually of the same type and, thus,
amiable to aggregation.

Similar to aggregation processing, which is used in dis-
tributed sensor networks to reduce the volume of sensor data
to be retrieved from the network, control processing reduces
the amount of (control) data that needs to be pushed into
the sensor/actuator network. Thus, control processing is a
way to do “in-network” automation application execution.
Our testbed evaluation results indicate 50% improvement in
data delivery with in-network execution.

The main challenges that the MicroToPSS system ad-
dresses are “in-network” control processing over heteroge-
neous resource-constrained EmNet sensor/actuator networks
and control data flow management.

The three main contributions we make in this paper are
the following:

1. We develop a system for managing automation ap-
plication data flows over resource-constrained sensor
networks. The system provides a SQL-like query lan-
guage for specifying data flows. The declarative query
specification allows the system to optimize the data
flows using shared query processing and view-based
distributed indexing.

2. We create a system that provides application-specific
control processing for automation applications. The
system allows execution of control logic on heteroge-
neous sensor/actuator platforms, a declarative access
to sensor/actuator data using the data flow manage-
ment system and a fully distributed application data
flow optimizer.
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3. We implement both systems using the nesC [17] pro-
gramming language and evaluate it on a Berkeley Mote
testbed. Using the calibrated settings from the 16-
device testbed evaluation, we extrapolate the evalua-
tion to larger deployments of 8100 devices using the
TOSSIM [12] simulator. We show that the data flow
optimizer can improve the delivery rate by 50% in a
testbed factory floor automation scenario. For larger
deployments, we show the system supporting up to
3000 queries.

In the next section, we present background information
about the work that our solution builds on and extends.
In Section 4 we describe the architecture of the two systems
that make up MicroToPSS, and in Section 5 we present an
evaluation of a factory floor scenario. We review the related
work in Section 3, and conclude in Section 6.

2. BACKGROUND

One of the challenges in creating automation applications
using tools that produce native (platform-dependent) code,
stems from the di culty of the development process in the
sensor/actuator network environment. Devices can be nu-
merous and have di erent capabilities. This makes program-
ming, debugging and testing tedious, error prone, time con-
suming, and potentially damaging to the device, since com-
piled application needs to be installed on every device. The
devices then need to be deployed for testing. Errors de-
tected in the application require updates to every device.
Consequently, multiple redeployments and reprogramming
are frequent in this mode of programing.

Unlike applications written in native code, automation
applications are written in TinyScript [7], a scripting lan-
guage specifically developed for sensor networks. The script
is compiled into bytecode and executed on a virtual machine.
TinyScript contains a number of language features includ-
ing flow control and dynamically-typed variables, and we
this language with additional functionality by exposing the
MicroToPSS query interface to applications. The inter-
face allows applications to issues queries and retrieve tuples
asynchronously, define views and insert tuples. We also en-
able application scripts to be executed automatically when
new tuples become available for processing. In addition, ap-
plications use data-centric deployment using MicroToPSS
that allows scripts to be deployed specifically to those de-
vices that are close to data sources used by the script.

Another challenge of doing automation application de-
velopment is providing scalable multihop connectivity in a
wireless sensor network. This is challenging due to limited
storage available per device which precludes storing signifi-
cant connectivity information. Recently, however, a class of
routing protocols has emerged that is able to provide scal-
able communication without excessive storage requirements.
These are geographic routing protocols. While some, like
GPSR [11], require each sensor device to know its geographic
location, others [6, 16, 15] relax this constraint by creating
a virtual coordinate space.

While MicroToPSS does not depend on any particular
routing implementation, we study MicroToPSS using Bea-
con Vector Routing (BVR) [6]. BVR designates a number
of devices in the network as “beacons.” By periodically
flooding beacon messages, a dissemination tree is formed
from each device to every other in the network. Every de-

vice remembers its distance (in network hops) to each of
the “beacon” devices. The vector of distances represents a
coordinate of a device in a logical space created by the “bea-
con” devices. The device coordinates are then used to route
messages using (modified) geographic routing. By limiting
flooding to a few “beacon” devices, BVR scales to networks
with thousands of devices.

3. RELATED WORK

We put this work in the context of streaming databases,
data dissemination in sensor networks and distributed data
querying in peer-to-peer architectures.

In sensor networks, the streaming database approach (such
as TinyDB [14] and Cougar [18]) has been shown to provide
the most appropriate interface for many applications. The
focal point of the TinyDB [14] approach is in-network data
aggregation. To query the distributed sensor, a query is
flooded throughout the network starting from a root node.
As the query is forwarded, a routing tree for data is created
from every node to the root. TinyDB also has semantic
routing optimizations that allow the queries to propagate
only to those nodes which can answer the query thereby sig-
nificantly reducing the cost of query dissemination. Once
the query propagates everywhere, nodes back propagate the
data over the tree set up by the query. Each node along the
tree summarizes the data from its children and its own data
(e.g., by computing an average) and only propagates the
summarized value toward the destination thereby reducing
communication costs. Thus the root node receives a single
value: a single reading of the distributed sensor.

Unlike MicroToPSS, TinyDB does not provide any write
functionality that allows applications to insert data into the
sensor network. Moreover, using TinyDB it is not possible
to have results of one query as input to another (i.e., exe-
cuting a query over the result set of another), unless all the
data is first pulled out of the network and then processed.
These two capabilities are essential for e cient execution of
automation data flows, as they enable control of actuators
and reduce communication costs by not requiring the data
to be moved out of the network.

An alternative to the streaming database approach in sen-
sor networks is directed di usion [3], where global knowledge
of client interest determines how to e ciently disseminate
data. In particular each component in the network informs
all other components, using flooding, about data it is in-
terested in receiving. Interest overlap is used to reduce the
amount of data that is disseminated by preventing propa-
gation of similar interests multiple times. Unlike directed
di usion, MicroToPSS provides in-network processing us-
ing procedural scripts, e cient disseminates of queries using
query rendezvous and data flow optimization.

4. ARCHITECTURE

The main task of MicroToPSS is data flow management
for one or more automation applications. Figure 1 depicts
the main components of MicroToPSS. In this section we
describe data flow management using indexing and query
processing, its implementation and data flow optimization.

4.1 Data Flow Management

Indexing and query processing is the core MicroToPSS
functionality for execution of data flows. A data flow is a
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Figure 1: MicroToPSS Broker Architecture

path, followed by tuples, from source(s) to sink(s). It is
defined declaratively using queries and views.

Distributed data flow execution can be described in terms
of four data-model independent operations: satisfy, con-
tainment, intersect and insert. In other words, data
and query model specifics are encapsulated within the four
operations. We give a formal definition of these operations
first and then describe distributed implementation of data
flow execution.

41.1 Data model

A data tuple is a set of attribute-value pairs. An attribute-
value pair is uniquely identified by the attribute name within
the set. Formally, a data tuple is represented by the expres-
sion {(a1,valy), (az,vals), ..., (an,valy)}, where aq, as,

.., an are attribute names and wvali, vals, ..., val, are
values associated with the corresponding attribute names.

Both views and queries are expressed as conjunctions of
Boolean predicates. Formally, a Boolean predicate is repre-
sented as {(a1,val1, op1)A(az, valz, op2)A- - -Aan, val,, opn)},
where a1, as, ..., a, are attribute names, vali,vals, ..., val,
are values associated with the corresponding attribute names,
and op1,op2, . . ., op, are Boolean functions associated with
the corresponding predicate.

satisfy(M): Given an attribute-value pair R = (ar, valr)
and a Boolean predicate B = (ap,valg,opr), let M'(R, B)
be a Boolean function that evaluates to true if and only if
ap = ar and opp(valp,valr) is true.

Let S = {S1,52,...,5.} be a set of queries or views. Let
P be a data tuple. Then, M(P,S) = {S; € S| VB €
S;,3AR; € P such that M’'(R;, Bx)}. Informally, function
M (P, S) identifies a subset of queries from S that tuple P
satisfies.

intersect(I): Given queries (views) S; and S;, let I'(S;, S;)

be a Boolean function that evaluates to true if and only if
3P such that M (P, S;) N M(P,S;) # 0. Informally, a query
(view) S; intersects a query (view) S; if and only if there is
some tuple that satisfies both queries (views) S; and S;.

Let K = {51,S52,...,5,} be a set of queries or views,
and let A be a query or view. Then I(A,K) = {S; €
K | I'(A,S:)}. Informally, function I(A, K) produces a
subset of queries (or views) from K that query (or view)
A intersects.

Table 1 presents some examples of the intersection rela-
tion between queries and views.

containment(C): Given queries (or views) S; and Sj,

let C'(S;, S;) be a Boolean function that evaluates to true
if and only if VP, M (P, S;) implies M (P, S;).

Let K = {51, 52,...,5,} be a set of queries or views. Let
Abeaquery or view. Then C(4, K) = {S; € K| C'(A,S:)}.
Informally, function C'(A, K) produces a subset of queries
(or views) from K that query (or view) A contains.

Table 1 presents some examples of the containment rela-
tion between queries.

insert(U): Given a query (or view) ¢ then I(q,{q:}) =
{a;} U{a}.

4.1.2 Distributed Data Flow Execution

A sensor/actuator network is made up of a number of
devices (acting as sensors and/or actuators and/or data for-
warders). Distributed data flow execution in the network
requires an underlying communication abstraction between
devices to provide a rendezvous and a multicast interface.
Formally, rendezvous is defined as follows. Let v be a view
and g be a query. Let rendezvous(v) = {b;} where b; is a
device. Then, |rendezvous(v) N rendezvous(q)| > 1 if v in-
tersects ¢. Informally, rendezvous of a view and a query that
intersect or contain must map to one and the same device.

When an application creates a view, the view is visible
only to applications located on the same device. If the view
is to be visible from other devices in a distributed system,
the view needs to be disseminated. The following summa-
rizes the steps performed during view dissemination. Due
to space constraints we show a more formal description for
the first two steps only in Figure 4 and Figure 5. The other
steps are specified similarly.

1. When a view v is received, check if there is an existing
view v’ that contains the received one. If such a v’
exists, then store v. Note that tuples that are inserted
into the containing view v’ remotely will arrive at this
device with complete data to answer any queries on v,
because of the containment relation between v and v’.

2. If no containing view v’ exists, store v, and pass it to
rendezvous(v) interface. The rendezvous is needed so
that any tuples inserted remotely will be seen by the
queries over the new view v at this broker. This is the
first step in building an index, by creating a connection
from a data source to all other brokers.

3. Check if there are stored queries ¢ that intersect v. If
there are, multicast ¢ to all brokers that sent v. This
needs to be done in order for these queries to see tuples
inserted into v at the source broker (view origin).

Query processing is similar to view processing. When a
device receives a query ¢, it will multicast it if and only if it
has not previously multicast another query ¢’, that contains
g. If it did, then tuples satisfying ¢ are a subset of the tuples
satisfying ¢/, and no new path is necessary. Figure 2(b)
shows this process at three brokers after a new query is
multicast from the source broker. The processing of the
queries can be summarized as follows:

1. For each new query g, check if there is a query ¢’ that
contains q. If there is, then store g. This step enables
shared query processing for ¢ and ¢’ (and any other
contained queries) since a single satisfying tuple will
be delivered to all queries.



Query q View v Intersection
SELECT * FROM sensors WHERE (type = TEMP, value | CREATE VIEW v AS SELECT * FROM sensors WHERE | v intersects g
= 16) (type = TEMP, value < 15)
SELECT * FROM sensors WHERE (type = TEMP, value | CREATE VIEW v AS SELECT * FROM sensors WHERE | v intersects g
= 16) (type = TEMP, location = 1, value < 16)
SELECT * FROM sensors WHERE (type = TEMP, value | CREATE VIEW v AS SELECT * FROM sensors WHERE | v does not intersect q
= 16) (type = LIGHT, value = 15)

Query (1 Query (2 Containment
SELECT * FROM sensors WHERE (type = TEMP, value | SELECT * FROM sensors WHERE (type = TEMP, value | g1 contains gz
= 16) = 15)
SELECT * FROM sensors WHERE (type = TEMP, value | SELECT * FROM sensors WHERE (type = TEMP) g2 contains g1
= 16)
SELECT * FROM sensors WHERE (type = TEMP, value | SELECT * FROM sensors WHERE (type = LIGHT, value | neither g1 nor g2 con-
= 16) = 15) tains the other

Table 1: Examples of query and view intersection (top) and query containment (bottom)

2. If there are no such containing queries ¢’, store the
new query g and invoke rendezvous(q). This is the
second step of building a distributed index by creating
a connection from a data sink (query) to the sources.

3. Check if there are stored views v that intersect q .
If there are, multicast g to all brokers from which
each intersecting view v was received. This (final)
step connects the view (data source) and query (data
sink) index paths and completes the distributed index.
This step is guaranteed to execute by the semantics of
rendezvous since by definition queries and views dis-
tributed using rendezvous must meet at some broker.

Figure 2(c) shows the tuple delivery once the index and
the query path have been built. Data tuples are processed
as follows:

For each incoming data tuple p, check if p satisfies
any stored queries ¢. If it does, multicast p to all the
brokers from which this broker received a query ¢ that
p satisfies. In this way, data tuples are retrieved using
the distributed index.

Figure 2 illustrates the process of building a distributed
index. A simpler alternative to distributed data flow execu-
tion would be to keep all queries at the device where it was
created and flood the data tuples. Only matching tuples
would be delivered at each query source (similar to directed
difussion [3]). This approach is ine cient as the amount
of distinct attributes increases, since aggregation cannot be
used. Another alternative is to flood queries and keep data
at the source. Similar to the previous scheme, as the number
of queries grows (e.g., each type of sensor/actuator requires
a separate query) this approach too becomes ine cient.

Our implementation of rendezvous communication abstrac-
tion uses a simple distributed, rendezvous function that maps
all queries and views onto a single device (rendezvous point)
and a set of additional devices identified as follows: A view,
after being stored locally, is also sent to the rendezvous point
along all paths using the underlying topology (e ciency is
ensured by the underlying routing protocol such as BVR [6]).
As the view propagates, all devices on the path from the
origin device to the rendezvous point device store the view,
remembering the view from which the view was received.
By doing this, these devices, together with the rendezvous
device, become the rendezvous set.

Multiple rendezvous points can be used to o oad storing
of queries and views. The main challenge in having mul-
tiple rendezvous points is in creating a cycle-free topology

between them, which prevents excessively long query and
index paths. We describe a an algorithm for constructing a
cycle-free topology in a distributed manner.

1. Similar to a single rendezvous point approach, each
rendezvous point floods the network periodically with
its id. When another rendezvous point receives the
message, it remembers the address of the sender only
if the sender has the higher or the same id heard so
far where ties are broken by distance to the sender.
Intuitively, this makes the rendezvous point with the
highest id the coordinator. As the id message from
the coordinator is disseminated, it creates a minimum
spanning tree, identified with the coordinator id.

2. Each rendezvous point also remembers the ids of its
immediate children. Due to resource constraints, each
rendezvous point is limited to some fixed number of
children. Consequently, each rendezvous point includes
a number of available spots for new children in its mes-
sages. Rendezvous points join the spanning tree based
on the closeness to a node that is already a part of the
spanning tree and whose number of available spots is
greater than zero.

In addition, the following change is necessary to the ren-
dezvous communication: when a view reaches a rendezvous
point, it is disseminated to all other rendezvous points using
the rendezvous topology. No other changes to the indexing
and query processing is necessary, as queries will use the
index created by view dissemination to reach the relevant
rendezvous points.

4.2 Embedded Database

We implement data flow processing using a relational data-
base that we have specifically designed for resource con-
strained sensor/actuator network. Use of a database system
in the implementation of the data flow system significantly
simplifies system design and understanding. Relational con-
straints, assertions and checks and primary keys are used
to automatically detect potential programing errors during
system development by preventing inconsistencies in appli-
cation data (i.e., the database halts if an inconsistency is
detected thus alerting the developer about which update
statement caused the inconsistency). Cascade deletes pro-
vide automatic memory reclamation by removing all deref-
erenced and dependent records in addition to the deleted
record. Moreover, by declaratively specifying data flow pro-
cessing, we abstract from the specific implementations of




ViewA |1 ViewA |1 View A | 2

Device 0 Device 1 Device 2 Device 3

CREATE VIEW A rendezvous point

© ®

(a) Data flow object A on device 1 has created a view. The view is stored locally and also sent to the
rendezvous point (device 3). Along the path to the rendezvous point, each device stores the definition
of the view. and sets the creator of the view to be the device from which the view was received.

View A | 1
SELECT*FROMA |0

SELECT * FROM A | 0 View A | 1

SELECT * FROM A | 1

View A | 2
SELECT *FROM A | 2

Device 3
rendezvous point

Device 0 Device 1 Device 2

SELECT * FROM A

c ®

(b) Data flow object C executes a query over view A. The query information is sent to the rendezvous
point. As with views, all devices in the path to the rendezvous point store the query information, and
set the creator of the query to be the device from which they received the query.

View A | 2
SELECT * FROM A | 2

SELECT *FROM A | 0 View A |1

SELECT * FROM A | 0

ViewA |1
SELECT *FROMA | 1

| Device 0 Device 1 Device 2 Device

INSERT INTO A rendezvous point

(C) Data flow object B inserts a tuple into view A. The data flow execution component finds that the
tuple satisfies the query it received from device 1 and sends the tuple to device 1, which also does the
same thing. Eventually, the tuple is delivered to the query on device 0, which triggers execution of the

associated handler at data flow object C.

Figure 2: This shows how three data flow objects can exchange data using views. The information in the
rectangles shows what is stored at each device, while the arrows indicate the flow of data (including data
queries and view definitions). Note that all three operations are initiated at a different device.

data flow computations allowing the implementations opti-
mized for a specific environment to be used.

4.2.1 Declarative Data Flow Processing

As described in the previous section, views, queries and
tuples are the main entities in the MicroToPSS data flow
processing system. Figure 3 shows the corresponding con-
ceptual model. There is a one-to-one mapping between con-
ceptual model entities and tables in the relational database.
Thus, the views, queries and tuples are records in those ta-
bles. The operation of the data flow system is realized using
a SQL-like query language and triggers.

Intuitively, inserting a new record launches triggers as-
sociated with the corresponding table. These triggers then
process the tuple and potentially insert new records in other
tables, which in turn launches the triggers associated with
those tables.

input and output are the tables via which the wviews,
queries and tuples are received and sent, respectively. In-
coming views are stored in viewsource, viewpattern, and
origin. The view entities are represented as aggregation of
three sub-entities: id (origin), definition (pattern), and dis-
tribution (viewsource). This organization exploits the over-
lap among sub-entities to reduce storage requirements by
sharing common sub-entities among di erent views.

Attributes seq and origin uniquely identify the main en-
tities. pattern represents a query or a view depending on
the table. ticks is an aging counter for a table record,
and cost is a metric used to measure the distance that the
respective table record has traveled (in hops) to reach the
table.

Finally, queries are stored symmetrically (same set of ta-
bles) as views, with the addition of querybeacon, which
contains queries to be periodically inserted in the output
table.

The main view processing trigger is shown in Figure 4.
The last two statements represent an update on viewsource,
using a conditional tuple removal followed by an insert. In
the case that no tuple exits, the removal will not change
viewsource, while the insert will add a new tuple. On the
other hand, if the tuple exists, then it will be removed, and
a new tuple will be inserted.

The execution of the ProcessViews trigger may cause
the ExistingQueryExtend trigger associated with the view-
source, shown in Figure 5, to execute. This trigger repre-
sents the second part of the view processing, which ensures
that upon inserting a new view, appropriate queries are for-
warded to the right brokers (i.e., by being placed in the
output). Only queries that intersect the view and that
are not previously forwarded to the same destination (no
containment), including more general ones, are copied.

All records from viewsource are periodically copied to
the output (i.e., view dissemination).

Query and Tuple entities are processed similarly.

4.2.2 Implementation

Because of resource constraints, the system does not do
parsing or interpretation of declarative specifications at run
time. Instead, the specifications are translated directly into
executable code at compile time. As a result, the implemen-
tation has a very low footprint both in memory and program
size since compact data representation can be used. In ad-
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Figure 3: Conceptual model for data flow processing

N «— Utype:view(InPUt)

Origin < Origin U Torigin,seq(IV)

ViewPattern « ViewPattern U mpaitern(IN)

ViewSource « ViewSource — Toriginid,sre(IN > Origin)

ViewSource < ViewSource U
ﬂ’patter'n[d,sr'c,cost,or'igi'rLId(N > Orlgln > ViewPattern)

Figure 4: Capture view records (N) and store them
in the appropriate tables. The last two statements
represent an update on viewsource, using a condi-
tional record removal followed by an insert. In the
case that no tuple exits, the removal will not change
viewsource, while the insert will add a new tuple.
On the other hand, if the tuple exists, then it will
be removed, and a new tuple will be inserted.

dition, since we use relational algebra to specify indexing
and query processing, determining an appropriate ordering
of relational operations for query execution happens at com-
pile time, thus decreasing computation requirements at the
resource constrained device.

Figure 6 shows the steps taken during translation from
the declarative query specification to executable code. Ini-
tially, all data manipulation (creating and querying tables)
is specified declaratively, using a SQL-like query language,
and embedded in nesC source code. Declarative statements
are then translated into a C preprocessor macro language,
which encapsulates implementation of relational algebra op-
erators. The two components of the language are table cre-
ation and data manipulation mMacros.

A table is a dynamic, in-memory data structure described
by a nesC structure (equivalent to C structures) so underly-
ing nesC data types map directly to query language types.

The main data manipulation macro, FOREACHWHERE (idx,
tname, cond, action) for each tuple, idx, in table tname
that satisfies condition cond, perform action, closely follows
the SELECT-FROM-WHERE clause found in SQL.

Figure 7 shows a translation example. Other statements

N «— ViewSource
InterseCtingViewS <~ Onbr#myaddr,pattern’Npattern’’

(QS > QP < VSaVP Xpattern’ ¢ pattern’’ nbr! £nbr!! QB)
QB «— QB — Toriginra(IntersectingViews)

QB — QB_ﬂ—or'iginId,patte7'7LId,nb'r',nextSeq,cust(InteTSQCtingViewS)

Figure 5: ExistingQueryExtend trigger ensures that
satisfying tuples from the new view (N) will be sent
to intersecting queries. For compactness, the ta-
ble names are abbreviated (e.g., @B refers to query-
beacon, QS to querysource). Prime (/) and double
prime (/) refer to attributes of V.S (viewsource) and
VP (viewpattern), respectively.
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Figure 6: Query execution by translation to exe-
cutable code: Queries and table creation statements,
expressed in a SQL-like language, are embedded in
nesC source code. SQL statements are then trans-
lated into C preprocessor macros, which encapsu-
lates nesC implementation of the relational algebra
operators. The nesC compiler produces platform-
specific executable code.

of data flow specification are translated similarly.

4.3 Application Manager

4.3.1 Example

A MicroToPSS application is specified as a collection
of tuple handlers connected by data flows. Figure 8 shows
an example of a simple MicroToPSS application. The ex-
ample is a factory floor monitoring application that moni-
tors temperature sensors as potential indicators of anoma-
lous conditions (e.g., temperature > 100 in some area of the
factory floor).

Upon detection of this event, additional sensors are tasked
in the a ected area. These sensor then provide additional
information to try to determine the precise cause of the
anomalous temperature readings. In this particular exam-
ple, two kinds of additional sensor readings are collected.
Based on these readings, a diagnosis of the cause of the
problem is made, and this decision is forwarded to the cen-



ONINIT MonitorTempHandler {
private dummyCnt;
private affectedArea;
private temp;

}
HANDLER MonitorTempHandler {

! New tuple received, process it
temp = getTupleAttr(a_tempsensor_sample)
affectedArea = getTupleAttr(a_arealocation)

if temp > CRITICAL_TEMP then
! Initiate detailed monitoring
newTuple();
setTupleAttr(a_arealocation, affectedArea);
setTupleAttr(a_rich_sensor_command,
V_RICHSENSOR_SENSE) ;
insertTuple (MonitorTempView) ;
end if

ONINIT DiagnosticHandler {
private dummyCnt;
private richSensorl; ! data from rich sensors
private richSensor2;
private view;
private sample;
private diagnosis;

HANDLER DiagnosticHandler {

! New tuple received, process it

view = getView();

sample = getTupleAttr(a_rich_sensor_sample) ;
affectedArea = getTupleAttr(a_arealocation);

! What view did we read this from
if view = V_RICHSENSOR1 then
richSensorl = sample
else
richSensor2 = sample
end if

! Diagnose the problem

if richSensorl < richSensor2 then
diagnosis = ONFIRE

end if

if richSensor2 > richSensorl then
diagnosis = ONFLOOD

else
diagnosis = INSUFFICIENT_DATA

end if

! Record the diagnosis

newTuple();

setTupleAttr(a_arealocation, affectedArea);

setTupleAttr(a_subtype_diagnostic_result,
V_DIAGNOSTIC_RESULT_INSUFFICIENTDATA) ;

insertTuple(DiagnositcView);

Figure 8: The figure shows a portion of a factory floor monitoring application.

tral node, which notifies a human user.

Once the temperature returns to normal, tasking of the
extra sensors in the particular area stops and the application
resumes passive monitoring of the temperature on the entire
factory floor.

Figure 9 shows a part of the application’s schema which
defines all data flows for the application. For example,
handler MonitorTempHandler, in Figure 9, defines a view
MonitorTempView and a query over another view (Temp-
SensorView). As well, TempSensorHandler defines the view
TempSensorView. The common view (TempSensorView) spec-
ifies a data flow between the MonitorTempHandler and Temp-
SensorHandler handlers.

In general, data flows between any number of handlers
can be created in this way. By inserting tuples into a view,
a handler sends data to all handlers who have queries over
that view. Receiving a tuple triggers execution of the cor-
responding handler.

4.3.2 Deployment

The application script (Figure 8) together with the schema
(Figure 9) constitute the entire application. The application
is compiled into compact, self-contained data flow objects
that can then be loaded at any device, via the application
manager. Since the objects are self-contained, they can be
loaded independently, at di erent times or at di erent de-
vices. As soon as the data flow object is loaded it starts
execution. Since the objects are loaded and started inde-
pendently, there is no single application startup event. This
is something that application writers need to be aware of,
and the startup event is something that needs to be handled
at the application level if desired.

The application manager is not aware of the application
as a whole, only of the individual data flow objects. Mul-
tiple applications can be started independently and their
execution can overlap.

Figure 10 shows the bootstrap process for a single data
flow object. The manager loads the object into memory,
reads the schema for the object, creates all necessary views,
executes any queries and starts object execution. The query
results are read asynchronously. The execution of the pro-
cedural part is triggered whenever a new tuple arrives, but
while the object is waiting for query results it frees the vir-
tual machine to allow other objects to execute.

When a data flow object is stopped, all state associated
with the object (identified by ONINIT in Figure 8) is de-
stroyed, queries are stopped and views that the data flow
object created are dropped.

4.4 Data Flow Optimizer

The job of the data flow optimizer is to reduce the num-
ber of wireless transmissions across data flows. This is a
di cult problem as the statistics on data flow execution are
distributed across the devices. Consequently, we have im-
plemented an optimizer that reconfigures data flows based
on local information only. This does not produce globally
optimal data flows, but our results indicate that this ap-
proach can achieve significant reductions in the number of
transmissions and it can reduce the tuple loss rate.

The optimizer collects statistics on the number of reads
and writes performed at each data flow object. Both read
and write costs are expressed as the number of data tuple
transmissions. Figure 11 illustrates the cost of one read
and one write. Note that the true cost (i.e., the number
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FOREACHWHERE (idxN,N,
TRUE,
FOREACHWHERE (idxOrigin, Origin,
N(idx)->origin = Origin(idx2)->origin,
FOREACHWHERE (idxViewPattern, ViewPattern,
ViewPattern(idx3)->pattern =
N(idx)->pattern,

ViewSrcEntry ase;

ase.origld = idxOrigin;
ase.viewld = idxViewPattern;
ase.nbr = N(idxN) .nbr;
ase.cost = N(idxN).cost;
ase.ticks = VIEW_EXPIRE_TICKS;

INSERT (viewSrc,&ase);

Figure 7: The figure shows the translations for a
relational algebra statement. The viewsource table
is updated by adding a tuple that matches the origin
and the pattern of the new, incoming tuple N from
origin and viewpattern tables, respectively.

HANDLER TempSensorHandler USES VIEW TempSensorView
HANDLER MonitorTempHandler USES VIEW MonitorTempView

FOREACH SELECT * FROM TempSensorView
EXECUTE MonitorTempHandler

CREATE VIEW TempSensorView AS

SELECT * FROM sensors

WHERE a_arealocation NOT NULL AND
a_temp_sensor_sample > O

CREATE VIEW MonitorTempView AS

SELECT * FROM sensors

WHERE a_arealocation NOT NULL AND
a_rich_sensor_command = 1

Figure 9: Application Schema

of transmissions) is calculated in a distributed manner and
back propagated (or forwarded in the case of reads) to the
data flow object that initiated the operation.

The optimizer averages the cost using weighted exponen-
tial decay:

Tuvg = ((Twvg — 1) x eXp € )+ I

Where C'is the period over which the average is calculated, ¢
is the sample period and I is instantaneous cost (i.e., the to-
tal cost during period C). A separate T,., is calculated for
each cost source. A cost source is the source of the transmis-
sions that resulted in the cost. For example, in Figure 11,
the read cost for data flow object C at device 0 has source
device 1. Implementation of the averaging is computation-
ally simple and it does not require any additional storage
beyond the average itself.

For a particular object, if the cost from a single source is
greater than the total cost from all other sources, then the
optimizer signals the data object manager to move the ob-
ject to that source. Intuitively, a data flow object is moved
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Figure 11: Cost of reads and writes are calculated
as the number of transmissions for a read/write op-
eration. The figure shows that a read cost of +2 is
attributed to data flow object C since the tuple it
was reading was transmitted twice. The read cost
piggybacks on the tuple. Once the tuple is read, the
write cost of 42 is back propagated to the writer
object B.

Two transmissions

toward the source of higher cost. In order to reduce insta-
bility (objects being moved back and forth in a short period
of time) the optimizer requires that each data flow object
spend at least one C period at a device before being moved
to a di erent device.

4.5 Data Flow Aggregation

MicroToPSS supports the straightforward development
of higher-lever services that can be shared between applica-
tions. For sensor networks, data flow aggregation is com-
monly used to deal with large volumes of data e ectively.

The aggregation service is accessed as a query language
feature. For example:

SELECT AVG(temp) FROM sensors WHERE temp > 10

While MicroToPSS is similar to existing approaches in
this respect, it di ers at the implementation level. The han-
dler logic, AVG in this case, can be developed as a Micro-

Data Object Manager



ToPSS handler. MicroToPSS already provides handler
mobility, and declarative flow specification.

Aggregation handler mobility requires us to move the state
of handlers across the nodes. For commonly used aggrega-
tors in sensor networks, such as AVG and SUM, the size of the
state is relatively small compared to the data (i.e., state is
the aggregate), and thus the cost of handler mobility is not
a dominating factor.

Initially, when the aggregation handler is deployed, there
is only a single copy of the handler in the sensor network.
The placement of the handler in the network will be opti-
mized by MicroToPSS to minimize the cost of inputs and
outputs.

Unlike automation applications, where it is likely that
handlers only have a few inputs, the aggregator handler is
expected to have significantly more inputs. In order to re-
duce the mount of data processed by a single handler, the
handler is cloned. Cloning duplicates the executable code of
the handler (i.e., the handler script) and redefines the inputs
and outputs of the clone in terms of the original handler.
More precisely, the clone inherits the inputs of the original,
while the original handler’s input is connected to the clones’
output. Each duplicate handler is treated as an independent
handler by MicroToPSS and executed concurrently. Thus,
cloning can be performed recursively on the existing clones
leading to a setup of an aggregation tree rooted at the first
deployed handler.

Decisions about when to clone a handler are determined
dynamically by the optimizer. To support aggregation, we
extend the optimizer to include the branching cost—the
count of the number of branches in a subtree as created
by an MicroToPSS query. During query routing, when-
ever a query is sent to multiple destinations, the duplication
is counted and the count back-propagated to the origina-
tor of the query (similar to tuple cost back propagation).
When (1) this cost reaches a predefined threshold on a node
that contains a handler, and (2) the handler’s query tree in-
cludes two or more neighbors of the node, then, the handler
is cloned, and the clone is deployed on the neighbor with the
highest cost. Note that once the cloning is performed, the
branching cost is zero for the original node (for that branch)
since it uses its clone’s output as its own input, while the
clone sees the downstream branching cost (the cloning can
then be recursively applied at the clone). The second con-
straint ensures that the handler has reached a branching
point in its query tree before the cloning is done (other-
wise, the optimizer will move the handler closer towards the
branching point, but without perfoming cloning).

If the network connectivity changes (e.g., due to node fail-
ures), and the optimizer collocates a clone with its ances-
tor, the ancestor will absorb the clone. In other words, the
clone’s state is aggregated with the sensor state and the
clone’s code is removed from the node.

5. EVALUATION

We have developed MicroToPSS using nesC [17], which
is an embedded system development language used to de-
velop TinyOS [8] and TinyDB [14]. We evaluate the Micro-
ToPSS implementation on a 16-node Berkeley Mote testbed
made up of Mica2 and Mica2Dot motes. We evaluate the
system scalability using TOSSIM [12], a simulator that sup-
ports simulation using the same code as would be running
on the actual hardware devices.
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Figure 12: Testbed grid topology. (T) is a tuple
source (sensor), (C) is a tuple sink (handler). Tuples
generated at (T) are retrieved at (C). Once anoma-
lous conditions are detected, (C) tasks (S) in the ap-
propriate area and retrieves corresponding tuples.

DOO00000oon
[J[AlI[B][BI[][]J[A][B][B][]
LJAI MBI L] L AT B[]
LAl (Al B[] [ [A][A][B] []
Oooooooooo
Uooooooooo
[J[AlBI[BI[][]J[A][B][B][]
MA@ BIL AT B[]
%HHEDDHHED

Uooooooo

Figure 13: Simulation grid topology. Each shaded
square contains one T (sensor) source and eight S
(special sensors) sources. A tuple sink is located at
the middle of the left edge.

The MicroToPSS binary, including TinyOS, BVR and
TinyVM, is 62KB. MicroToPSS alone has about 15,000
lines of nesC code.For the experiments, MicroToPSS was
allocated 2.2K of RAM, while the reminder of the available
4K was allocated to the rest of the system.

5.1 Methodology

For the testbed evaluation using Mica2 and Mica2Dot de-
vices, we suppose that MicroToPSS is used to enable fac-
tory floor monitoring. Figure 12 shows the setup, where 16
devices are positioned uniformly in a 4 x 4 grid. The floor
is divided into three areas. Each area has a single temper-
ature sensor (T) and a single specialized sensor (S). The
specialized sensors need to be tasked explicitly, while the
temperature sensors are continuously sampled.

The application in this factory floor monitoring scenario
monitors the temperature sensors and upon detecting an
anomalous condition (i.e., temperature above some thresh-
old), it tasks the specialized sensors in the area of the anomaly.
The application collects observations from these specialized
sensors and, based on the readings, diagnoses the problem
and informs the central monitoring station (C).

During the experiment, anomalous conditions are raised
in the three areas consecutively. An anomalous condition is
first raised in the top left area and it persists for 30 minutes
after which it is cleared, and no new anomalous conditions
are reported for another 30 minutes. The steps then re-
peat for the other two areas, after which the experiment is
stopped.

In addition, we also present comparative simulation re-



sults for the experiments as well as a scalability study for
a large grid setup with 8100 nodes (90 x 90) (Figure 13).
To make 8100 device simulation feasible, TOSSIM’s packet-
level simulation without wireless losses is used, so the only
sources of message losses are collisions and bu er overflows.

In addition to the factory floor scenario, we suppose that
MicroToPSS is used to enable production line factory floor
monitoring, where 16 devices are positioned uniformly along
a production line. A single data source and a data sink are
placed at the opposite ends of the topology.

We evaluate the e ectiveness of the system with and with-
out the optimizer in terms of the delivery rate and the trans-
mission cost. The transmission cost counts physical trans-
missions of queries, views and tuples, and indirectly mea-
sures energy requirements, as radio communication domi-
nates energy consumption in Berkeley Motes. The delivery
rate measures the e ectiveness of MicroToPSS to deliver
tuples during query execution for a particular topology.

We also evaluate the performance of MicroToPSS using
a simpler, flooding-based dissemination of views and queries
to asses the e ectiveness of using a more sophisticated pro-
tocol such as geographic routing.

5.2 16-node Grid Topology

In this section we evaluate the performance of Micro-
ToPSS in a grid topology of 16 devices (Figure 12).

Figure 14(a) compares the transmission cost running with
and without the optimizer using geographic routing. With-
out the optimizer, queries and views have longer paths. As a
result the probability that tuples will be lost due to wireless
losses increases. Moreover, tuples transmitted over longer
paths require more storage in the intermediate nodes lead-
ing to a higher chance of bu er overflows. On the other
hand, the optimizer reduces the query and view paths which
lead to lower probability of losses due to wireless errors and
bu er overflows thus resulting in a better delivery rate.

Using a simple flooding-based view dissemination instead
of geographic routing, transmission costs increase two fold
due to flooding, primarily due to temporary cycles, which re-
sult in many duplicate tuple transmissions. However, while
the multiple transmissions increase the overall transmission
count, they also result in a system more tolerant to tuple
losses, as duplicates can be used to recover from those losses.
Consequently, we see 100% delivery rates, albeit at a high
transmission cost (Figure 15(a)).

Figure 14(b) shows that, indeed, with the optimizer en-
abled, the average length of query and view paths is reduced
by one third thus leading to higher delivery rates. In addi-
tion, Figure 14(c) shows that, with the optimizer enabled,
the number of bu er overflows is reduced by half because
tuples are taking shorter paths from sources to sinks. We
expect that shorter paths will lead to shorter transmission
costs, which is confirmed in Figure 15(a) that shows lower
overall transmission cost for the optimized version.

5.3 8100-node Grid Topology

In this section we evaluate the limits of MicroToPSS
in a grid topology using TOSSIM. In addition to increasing
the number of devices to 8100, we scale up the factory floor
scenario as well. As a result, there are now 324 tempera-
ture sensors (T) and 2592 specialized sensors (S) (This also
represents the number of views and queries in the system).
Similar to the testbed setup, the sensors are positioned sym-

Thousands

Figure 16: Distribution of buffer overflows among
all devices with the optimizer enabled.

metrically throughout the grid (Figure 13).

Figure 15(b) shows that the optimized delivery rate is
comparable to the unoptimized case. This follows the same
pattern as we have seen for small scale simulations (Fig-
ure 14(a)). However, because of the scale of the scenario,
more congestion occurs over longer paths resulting in a lower
delivery rate as compared to testbed results. Taking into
consideration the accuracy of the simulation, as we deter-
mined previously, the delivery results shown in the figure
represent the maximal achievable rate on an error free chan-
nel. However, our testbed results on a string topology (see
next section) indicate that it is unlikely that the scenario
with 8100 nodes would reach such high delivery rate, due to
extremely long paths of 100 hops on average.

The distribution of losses in Figure 16 indicate that the
majority of devices experience significant losses. This is a
consequence of having a large number of queries and views in
this scenario. In order to support large numbers of queries in
a limited memory space, devices forward a single query/view
that contains all queries/views from the device. Due to
the generality of these queries, many tuples that satisfy the
containing query will not satisfy the contained queries and
will be filtered out. However, this happens only when the
tuple reaches the device.

In this particular scenario, tuples generated by (T) sensors
do not only go to handlers (as was the case, for example,
in the small scale scenario), but also toward each of the (S)
sensors as they satisfy the containing query. These tuples are
generating additional network tra c, increasing congestion
and causing the losses that we see in Figure 16.

Another consequence of the containment in this case is
increase in the number of paths over which tuples are dis-
tributed. As a result, the optimizer is unable to distinguish
between paths that lead to eventual tuple losses as opposed
to paths that represent query sinks. Consequently, the opti-
mizer is unable to e ectively optimize the tuple distribution.

MicroToPSS’s mechanism for dealing with large num-
ber of queries and views is containment. Thus, to support
large number of queries and views, the application schema
needs to be designed in such a way that most of the queries
and views can be replaced by containing queries and views,
respectively, whose selectiveness is as close to that of the
contained queries and views as possible. The selectiveness
of the containing queries a ects the network load as the
grid experiment shows.
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of the connections between nodes quantified by
the number of losses on those connections. The
figure illustrates the stability of such routes.

Figure 15: System scalability and route stability

Designing application schemata that reduce selectiveness
of containing queries (compared to contained queries) isdi -
cult without knowing query and view paths which is the case
with MicroToPSS, where the underlying routing protocol
dynamically determines query and view paths along which
the containment occurs. Consequently, there is a trade o
between device memory and communication. With the 4K
of RAM in current motes technology, MicroToPSS is able
to process up to 20 queries and views without containment.
For larger number of queries, containment is used to limit
the number of queries stored at each device, but at a higher
communication cost, as the large grid experiments illustrate.

5.4 String Topology

Figure 17(a) shows the delivery rate for the varying tuple
rates in a production line with 16 nodes. As the tuple rate
increases, more tuples are dropped due to both congestion
(that occurs with increasing tuple rate) as well as wireless
errors which reduce channel capacity.

Another consequence of congestion and wireless losses is
increased query and view path volatility which further in-
creases tuple losses. Figure 17(b) measures query path volatil
ity by looking at the number of times the query path changes.
As the tuple rate increases we see that queries are dropped
more frequently as devices clear soft state not only when
those queries expire, but also when views expire as well,
since those views a ect all intersecting queries. As a re-

sult, any tuples that are received are subsequently dropped
because of non-existent query paths.

In addition to a high tuple rate, the extended multihop
distance over which tuples are retrieved also plays a signifi-
cant part as Figure 17(c) shows. Both interarrival rate and
tuple delivery rate deteriorate with distance as tuples have
to pass through increasing number of devices. Due to wire-
less errors and small bu ers at each device, the probability
that the tuple will be dropped increases with each hop.

6. CONCLUSIONS

The appearance of sensor network technology has enabled
a number of interesting distributed sensing applications such
as environmental monitoring, structural integrity monitor-
ing, and others.

It was observed that the versatility of sensor devices lends
itself to use in another class of applications, where the sen-
sor devices are not only used for sensing, but also for actu-
ation [5]. Attaching sensor devices to physical objects and
using them as a control and communication medium is at-
tractive because it provides freedom from wires, allows au-
tonomous operation and enables new types of applications
in many areas, such as the factory floor, 0 ce, and home.

We have designed and implemented a system, Micro-
ToPSS, that aids the development of automation applica-
tions that use sensor networks for communication. We have
integrated and adapted several existing technologies such as
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Figure 17: Query Execution Cost

a virtual machine and a geographic routing protocol. We
have developed a framework for declaratively specifying ap-
plication component interaction. The declarative specifi-
cations are based on a familiar data model used in sensor
networks and streaming databases. We have also developed
a distributed data flow optimizer which optimizes the exe-
cution of the data flow within the application. The system
can run multiple applications concurrently, and detect and
exploit overlap in data flows among application components
using shared query processing.

We have implemented and evaluated the system using a
16 node testbed consisting of Berkeley Mica2 and Mica2Dot
motes, as well as, using TOSSIM, a simulator that allows
the same code that runs on the actual hardware to also
run in the simulator. The results indicate that in-network
actuation increases tuple delivery rate by 50% and reduces
the number of transmissions by 30%.

In the future we are going to investigating how to inte-
grate TinyDB and MicroToPSS to take advantage of the
more expressive declarative language TinyDB provides and
whether it is possible to improve TinyDB query dissemina-
tion using MicroToPSS’s view-based indexing. One of the
challenges is extending our data flow computations to the
TinyDB data model.

From our experience with the testbed evaluation of Mi-
croToPSS, we found that BVR path reconfigurations are
common. This comes about from time-varying wireless chan-
nel conditions, but also from limited resources at a device,
which allows BVR to know about only a few neighbors. In
dense networks, this leads to frequently changing neighbor
sets (i.e., a “new” neighbor will often have a better qual-
ity route, than an existing neighbor, just because there are
fewer transmissions to that neighbor). Figure 15(c) illus-
trates this beahviour for a simple string topology.

Consequently, we find that applications should be able to
influence BVR’s route selection, and BVR should inform
the applications about the quality of the routes it uses. For
example, MicroToPSS could use this information to adapt
query processing to changing conditions (e.g., change where
to move the clients, adapt periodic query/view flooding or
tuple retrieval rates).

Processing a single tuple at a device turned out to be su -
ciently computationally complex for Mica2/Mica2Dot motes
that the process need to be done in multiple stages to give
TinyOS system tasks a chance to run (e.g., clock task was
unable to process hardware timer interrupts in time.). Due
to microprocessor di erences, this was not observed in the
simulation. As a result, our implementation of query pro-

cessing needed to be redesigned to satisfy this requirement.
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